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Abstract

This chapter presents the NCTUns simulation/emulation tool for researchers to
evaluate the performances of real-life P2P applications such as BitTorrent. By using a
unique simulation methodology, NCTUns directly uses the real-life network protocol
stacks in the Linux operating system for realistic network simulations and enables any
real-life network application to be executed on a node in a simulated network. These
unique capabilities enable researchers to evaluate the performances of real-life P2P
applications such as BitTorrent on accurately-simulated networks. In this chapter, we
present the architecture of NCTUns, its simulation methodology, its unique capabili-
ties, its detailed usages, and its scalability in real-life P2P application researches. More
information about NCTUns is available at http://NSL.cs.nctu.edu.tw/nctuns.html.

1 Introduction

In this decade, peer-to-peer (P2P) applications have emerged as popular tools for sharing
data. Such P2P applications build an overlay network on top of existing wired and wireless
infrastructure networks and can disseminate and share data in a peer-to-peer manner. P2P
applications have also gained much attention in the network research community due to
its complicated behaviors. In the literature, several previous studies have shown that the
performances of P2P applications strongly depend on the link conditions of the underlying
infrastructure networks [1]. As a result, a high-fidelity packet-level P2P network simulator
is highly desired in the P2P research community to study the relationship between the per-
formances of P2P applications and the conditions of the underlying infrastructure networks.

However, developing such a packet-level network simulator from scratch is time-
consuming and requires a great amount of effort to validate its correctness. Therefore,
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instead of developing a new packet-level network simulator for P2P researches, researchers
prefer to use existing network simulators that have been well developed and carefully val-
idated. To satisfy such needs, in this chapter we introduce a high-fidelity packet-level net-
work simulation/emulation tool, called the NCTUns network simulator and emulator [2]
[3], for readers.

NCTUns is a powerful research tool for studying and developing P2P protocols. It
has two unique features that are difficult to be achieved by traditional network simulators
such as ns-2 [4] and OPNET modeler [5]. The first feature is that it uses the real-life
Linux-kernel TCP/UDP/IP protocol stack to conduct simulations. This feature allows it to
generate high-fidelity simulation results with a realistic transport-layer and network-layer
protocol suite that have been widely used and tested in the world. The other feature is that
NCTUns can run real-life application programs on simulated nodes during simulation. This
feature allows it to generate simulation results using traffic generated by real-life application
programs. With these two unique features, NCTUns can “run” real TCP/UDP/IP protocols
and user applications in a simulated network and generate more accurate simulation results
than other network simulators.

In addition to introducing NCTUns, in this chapter we illustrate the steps of using NC-
TUns to conduct P2P network simulations and emulations. To demonstrate the capability
of NCTUns as a valuable research tool, we also present a performance study on a real-life
BitTorrent (BT) protocol implementation under various network conditions simulated by
NCTUns.

2 Introduction to NCTUns

In this section, we briefly explain the architecture and simulation methodology of NCTUns
for readers. As shown in Fig. 1, NCTUns is mainly composed of six components: 1)
Graphical User Interface (GUI); 2) Dispatcher; 3) Coordinator; 4) simulation engine; 5)
application programs; and 6) patches to the kernel TCP/UDP/IP protocol stacks. The main
functions of these components are explained below.

1) GUI

NCTUns provides a front-end GUI program (called “nctunsclient” in its package),
which provides useful facilities for users to efficiently create simulation and emula-
tion cases. According to users’ common needs, it groups the operations of generating
a simulation/emulation case into four modes, which are briefly introduced here.

a) The “Draw Topology” mode:

In this mode, one can insert network nodes, create network links, and specify
the locations and moving paths of mobile nodes. In addition, the GUI pro-
gram provides a complete tool kit for users to construct road networks, which
is fundamental to wireless vehicular network simulations, where many P2P re-
searchers are proposing to run P2P applications.
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Figure 1: The architecture of NCTUns

b) The “Edit Property” mode:
In this mode, one can double-click the icon of a network node to configure its
properties (e.g., the network protocol stack used in this node, the applications
to be run on this node during simulation, and other parameters).

c) The “Run Simulation” mode:
In this mode, the GUI program provides users with a complete set of commands
to start/pause/stop a simulation. One can easily control the progress of a sim-
ulation by simply pressing a button on the GUI control panel.

d) The “Play Back” mode:
After a simulation is finished, the GUI program will automatically switch itself
into the “Play Back” mode and read the packet trace file generated during the
simulation. In this mode, one can use the GUI program to replay a node’s packet
transmission/reception operations in an animated manner.

2) Dispatcher

NCTUns provides a flexible simulation architecture, by which the GUI program and
the simulation engine program can be run on different machines. In NCTUns, the
GUI program need not find a simulation server to run the simulation engine program
for a simulation. Instead, it sends the Dispatcher program an inquiry message to
know which simulation server is currently available. (The details of the handshake
protocol used by these components are explained later.) The Dispatcher program is
responsible for monitoring the statuses of the simulation servers that it manages and
selecting an available simulation server (if one exists) to serve the simulation request
issued from the GUI program.
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3) Coordinator

The Coordinator program has the following four tasks: 1) processing the commands
sent from Dispatcher; 2) forking (creating) a simulation engine process to perform
a simulation; 3) reporting the status of the created simulation engine process to the
Dispatcher program; and 4) collecting the simulation results produced by its created
simulation engine process and sending them to the GUI program. Before starting any
simulation on a simulation server, one should first run up a Coordinator program on
it.

4) Simulation Engine

The simulation engine program is composed of a set of various protocol modules
and an event scheduler. The former is responsible for simulating protocol behaviors
while the latter is responsible for scheduling events in a non-decreasing order based
on their timestamps. In addition, during simulation the simulation engine process
will periodically report the current simulation time to the GUI program.

5) Application Program

Application programs are responsible for generating network traffic in a simulated
network. Most real-life application program can be directly run up on a node simu-
lated by NCTUns to generate realistic network traffic.

6) Kernel Patches

NCTUns uses the real-life Linux network protocol stack to “simulate” transport-layer
and network-layer protocols, such as TCP, UDP, IP, and ICMP. Minor modifications
to Linux kernel timers are required so that the timers used by the in-kernel protocol
stack of each simulated node can advance their times based on the simulated clock
(controlled by NCTUns) rather than the real-world clock.

In the following, we explain how NCTUns performs a simulation in detail. Suppose
that one has finished specifying his simulation case. By clicking the “Run” command (on
the GUI control panel), one can trigger the GUI program to start a simulation. The GUI
program first inquiries the Dispatcher program whether any simulation server is now avail-
able. If not, the Dispatcher program returns a “No servers are available” message to the
GUI program. Otherwise, the Dispatcher program picks an available simulation server and
then sends the GUI program the IP address of the chosen simulation server.

After receiving the IP address of the chosen simulation server, the GUI program sends
a simulation request (with the files describing the simulation case to be run) to the Coor-
dinator program running on the chosen simulation server. After receiving such a request,
the Coordinator program forks a simulation engine process to run the received simulation
case. (To save space, in the following we will simply use “simulation engine” to refer to
“simulation engine process.”) The tasks of the simulation engine process are explained
below.

The simulation engine first constructs the topology of the simulated network, sets up
global data structures used for the simulation, and creates/initializes the protocol stack of
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each simulated node. It then initializes the simulation clock to zero, inserts “Create Appli-
cation” events (explained below) into the event scheduler, and finally starts the simulation.

A “Create Application” event is used to notify the simulation engine of when and which
application should be created (forked) during simulation. When the simulation clock ad-
vances to the time specified by a “Create Application” event, the simulation engine will fork
the application program specified by that event (to generate traffic). Note that the timers of
an application process forked by the simulation engine are controlled by the virtual clock
of NCTUns. That is, when an application process invokes library calls, such as gettimeof-
day(), sleep(), and alarm(), these library calls will be triggered based on the virtual clock of
NCTUns. This is achieved by modifying time-related system calls in the kernel.

During simulation, the simulation engine periodically reports the current simulation
time to the GUI program to show the progress of the simulation. After the simulation
is done, the Coordinator program will collect and pack all the log files generated during
simulation and then transmit them back to the GUI program for further processing and
display.

2.1 Simulation Methodology of NCTUns

NCTUns uses an innovative kernel re-entering methodology to perform network simula-
tions. Detailed information about this methodology can be found in [3]. To help readers
quickly understand how NCTUns integrates user-level application programs, the kernel-
level TCP/UDP/IP protocol stacks, and various protocol modules (compiled and linked
with the simulation engine) into a complete simulation environment, in this section we use
a simple example case to briefly explain the simulation methodology of NCTUns.

NCTUns uses a pseudo network device driver (called the tunnel device driver in Linux)
to virtualize the function of a Network Interface Card (NIC). A pseudo network device
driver is a set of standard driver functions, such as open(), read(), write(), close(), etc., that
do not perform any real packet transmission/reception operations and are not associated
with any real NIC. A pseudo network device driver contains a packet output queue, which
is used by NCTUns to temporarily store packets to be transmitted. By properly configuring
the IP address and routing entries associated with a pseudo network device driver, NCTUns
makes the Linux kernel think that a pseudo network device driver created by NCTUns is a
“real” NIC device driver that controls a real NIC.

Consider a simple network scenario shown in Fig. 2(a), where a UDP sender program
wants to transmit data to a UDP receiver program. These two programs are run on two
different machines, which are connected via a wired link. As shown in Fig. 2(b), before
starting the simulation, NCTUns first creates two tunnel device drivers to represent the NICs
of the sending node and the receiving node, respectively. It then sets up the IP addresses of
these two tunnel devices. Suppose that the IP address of tunnel device 1 (which is on the
sending node) is set to 1.0.1.10 and that of tunnel device 2 (which is on the receiving node)
is set to 1.0.1.20, respectively. The next step is to add proper routing entries into the kernel
routing table so that the Linux kernel will enqueue packets that are originated from 1.0.1.10
and destined to 1.0.1.20 into the output queue of tunnel device 1 for transmission.

After being forked, the UDP receiver process first uses standard socket APIs, such as
socket() and bind(), to create a socket structure that is associated with the IP address of
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Figure 2: The simulation methodology of NCTUns

tunnel device 2 (i.e., 1.0.1.20). It then uses the recvfrom() call to wait for packets destined
to the IP address 1.0.1.20. On the other hand, after being forked, the UDP sender process
first uses the socket() call to create a socket structure and then uses the sendto() call to write
a segment of data into the socket send buffer, which is in the kernel space. The written
data segment will then pass through (be processed by) the UDP/IP protocol stack and be
encapsulated into an IP packet, which will then be placed in the output queue of tunnel
device 1.

Later on, the simulation engine reads these packets out from the output queue of tunnel
device 1 and simulates the processing of the ARP, MAC-layer, and physical-layer protocols
on node 1. After finding the MAC address for the IP address of the packet’s destination
node, the ARP module fills out the Ethernet header of the packet and sends it down to the
MAC module. Such a “sending down” process repeats until the packet reaches the PHY
module, which simulates the transmission/reception behavior of a packet over a wired link.
Finally, the PHY module of node 1 delivers the packet to the PHY module of node 2.

Upon receiving the packet, the PHY module of node 2 first simulates the reception of
this packet. If it receives any other packet during the reception of this packet, it drops
these two packets because they are collided with each other. Otherwise, after the reception
of this packet has elapsed, the node 2’s PHY module delivers it up to the MAC module,
which performs the MAC-layer processing for this packet. Similar to the “sending down”
process on the transmitting node, such a “sending up” process on the receiving node repeats
until the received packet reaches the ARP module, where the simulation engine writes the
packet into tunnel device 2. After this operation is performed, the Linux kernel invokes
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the IP-layer receiving routines to process this packet as if this packet was received from a
real NIC. Following the normal processing for an incoming IP packet, this packet is then
dispatched to the UDP layer. The UDP-layer receiving routines then enqueue this packet
into the socket-layer receive buffer (which stores the packets destined to the socket created
by the UDP receiver process). Upon detecting the arrival of this packet at the socket receive
buffer, the Linux kernel then wakes up the UDP receiver process, which then copies the
data carried by this packet to its own memory space (i.e., return from the recvfrom() call).

As one sees, by using this methodology the UDP sender and receiver programs used
in an NCTUns-simulated network are real-life application programs and the TCP/UDP/IP
protocol stacks used to process their packets are the real-life protocol stacks in the Linux
kernel. These two unique properties are very important to P2P researchers as now they can
evaluate the performances of many real-life P2P network applications (such as BitTorrent)
on accurately-simulated networks.

3 The Operation of the BitTorrent Protocol

In this chapter, we choose the BitTorrent (BT) protocol, one of the most widely used P2P
communication protocols in the Internet, to demonstrate the usages of NCTUns in P2P re-
searches. Before going into the configuration details, we provide some background knowl-
edge about the BT protocol for readers. With the provided background knowledge, one
can more easily understand the context to be presented. The BT protocol described in this
section is the basic BT protocol. Although there have been many extensions to the basic BT
protocol, because the objective of this chapter focuses on how to use NCTUns to conduct
P2P network simulations and emulations, we do not explain the details of the extensions
here.

As shown in Fig. 3, the BT protocol is composed of three types of nodes: 1) tracker
server, 2) seeder, and 3) client. The tracker server maintains the list of active clients that are
uploading and downloading files to be shared. The seeder is a client that possesses complete
copies of files to be shared. The seeder that owns the first copy of the shared file is called
the initial seeder. The last type is the client, which denotes the nodes that do not possess
the shared file and want to download that file.

Initially, before the P2P communication takes place, the initial seeder should divide the
file to be shared into several blocks of the same size. It then generates a torrent file that
stores the meta information of the file to be shared. Such meta information includes the
descriptions about the division of the shared file, the checksum value of each divided file
block (explained later), and the IP address of the tracker server that is chosen by this initial
seeder to maintain the list of active clients that are uploading/downloading the file.

After generating the torrent file, the initial seeder then computes a checksum value for
each divided file block using a specific hash function (e.g., SHA-1 [6]). Such a checksum
value is stored in the torrent file of the shared file and used by a downloading client to
examine whether a received file block is correct or not. After receiving a complete file
block, a downloading client first computes the checksum value of the received file block
using the same hash function. It then compares the computed checksum value with the one
stored in the torrent file. If these two values are the same, it means that the received file
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Figure 3: The operation of the BT protocol

block is correct. Otherwise, the received file block is corrupted and the downloading client
should re-download it for the integrity of the whole file.

Later on, the initial seeder should release the torrent file that it created (e.g., publish
it at a third-party website) so that other clients have a chance to obtain the torrent file.
Meanwhile, the initial seeder should start seeding the file. This is done by transmitting a
control message to the tracker server that it specifies in the torrent file. After receiving a
control message from the initial seeder, the tracker server sends back the seeder a list of
clients that are currently uploading and downloading the file to be shared. (It is obvious
that the initial active client list contains only the initial seeder itself.)

For a client that intends to download the shared file, it should first obtain the torrent file
of the shared file (e.g., by downloading the torrent file from the website where the initial
seeder published the torrent file). After obtaining the torrent file, it transmits a control
message to the tracker server specified in the torrent file to obtain the active client list. By
using the information in the active client list, the client then tries to connect to other active
clients that are uploading/downloading the same shared file. After establishing connections
with those clients, the client can obtain the blocks of the shared file from the connected
clients in a peer-to-peer manner. Each client should periodically send the tracker server
a control message to indicate its existence. If the tracker server does not receive such a
renewal control message from a client within a pre-defined period, the tracker server will
remove the client from the active client list.

4 Build a P2P Network Simulation Case over NCTUns

In this section, we illustrate how to use NCTUns to conduct a P2P network simulation case.
We used the “bittorrent” package included in the Fedora 9 Linux distribution to generate
P2P network traffic. The “bittorrent” package is composed of three programs. The first is
the “maketorrent-console” program, which is used to generate a torrent file of a shared file;
the second is the “bittorrent-tracker” program, which implements the function of a tracker
server; and the last one is the “bittorrent-console” program, which is a text-mode bittorrent
client program. The detailed usages of these programs can be found in Linux manual pages
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and in this section we only show the commands required to start these programs in our
simulation case.

In the following, we present the steps to run up the bittorrent package over an NCTUns-
simulated network:

1) Create a symbolic link in the “/usr/local/nctuns/tools” directory for each appli-
cation program that is to be run in simulations (e.g., the bittorrent-tracker and
bittorrent-client programs). The “/usr/local/nctuns/tools” directory stores the pro-
grams that can be forked by the simulation engine during simulation. Thus, one
should place all application programs to be run during simulation in this directory
before the simulation starts. One way to achieve this is to simply copy all programs
to be run during simulation into the “/usr/local/nctuns/tools” directory and the other
way is to create symbolic links in the “/usr/local/nctuns/tools” directory pointing to
these programs. In this example case, we use the latter way to achieve this goal.

Suppose that the programs of the bittorrent package are installed on the
“/usr/bin/”directory. The detailed commands to create symbolic links for them are
shown below:

a) cd /usr/local/nctuns/tools

b) ln -s /usr/bin/bittorrent-tracker bt tracker

c) ln -s /usr/bin/bittorrent-console bt client

(Note: In this example, the link name of the bittorrent-tracker program is chosen to
be “bt tracker” and that of the bittorrent-console program is chosen to be “bt client.”)

2) Specify the network topology. One can use the GUI program to specify the network
topology in an intuitive manner. With its aid, one can save much time on creating
and editing a simulation case. For example, as shown in Fig. 4, when switching
into the “Edit Property” mode, the GUI program can automatically generate proper
IP addresses for all simulated nodes, which is a tedious and error-prone task if it is
manually done by a user. To see the IP address assigned to a simulated node, one can
move the mouse cursor onto the icon of a simulated node, which will show up the IP
address assigned to this simulated node.

3) Generate a torrent file.

Suppose that the file to be shared in this example network is named “test.avi”
and placed in the /root/ directory, and the tracker server is to be run at TCP port
number 6969 on node 1 during simulation. (Note that the IP address automati-
cally assigned by the GUI program to node 1 is 1.0.1.1.) To generate a torrent
file required by the BT protocol, one needs to perform the “maketorrent-console
http://1.0.1.1:6969/announce test.avi” command, which will generate a torrent file
named “test.avi.torrent” in the directory where the maketorrent-console command is
executed.
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Figure 4: The network topology used in the simulations

Figure 5: The dialog box for setting up a BT tracker program

4) Specify the execution of the tracker server program

The next step is to configure the execution of the tracker server program. To achieve
this, we first switch the GUI program to the ”Edit Property” mode. We then double-
click the icon of node 1 to pop up its dialog box. As shown in the left part of Fig. 5,
by clicking the “Add” button on the Application tab, the dialog box for setting up
traffic generator programs to be run on node 1 will show up.

One can specify the start time, the stop time, and the complete command to launch a
program in this dialog box. Assume that we start the tracker server program at the 2nd
second of the simulated time and stop it at the 400th second of the simulated time.
Further assume that the TCP port number used by the tracker server program is 6969
and the tracker server program stores the active client information in the /root/dtate
file. As shown in the right part of Fig. 5, the complete command to run a tracker
server program with these settings is “bt tracker --port 6969 --dfile /root/dtate.”
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5) Specify the execution of a seeder program

Because NCTUns treats both a seeder (client) program and a tracker server pro-
gram as user-level application programs, the ways to specify the commands for
launching these two programs are the same. Assume that the seeder program is
to be run on node 1, starts at the 4th second of the simulated time, and stops
at the 400th second of the simulated time. To set up it in NCTUns, one should
first invoke node 1’s dialog box and click the “Add” button on the Application
tab. On the traffic dialog box, one can specify the start and stop times of this
seeder program. The command to run this seeder program is “bt client --save as
/root/upload/test.avi /root/upload/test.avi.torrent,” where “/root/upload/test.avi” and
“/root/upload/test.avi.torrent” specify the locations of the test.avi file and its corre-
sponding torrent file, respectively.

6) Specify the execution of a client program

Assume that the client program is to be run on node 2 during simulation,
starts at the 10th second of the simulated time, and stops at the 400th second
of the simulated time. The command used to specify this client program is
“bt client --save as /root/download/test.avi /root/download/test.avi.torrent,” where
“/root/download/test.avi” and “/root/download/test.avi.torrent” specify the locations
to store the received test.avi file and its corresponding torrent file, respectively.

Note that, because a seeder program is essentially a client program that already pos-
sesses the shared file, the commands to run these two programs are the same. Upon
initializing itself, a client program first examines whether the file specified in the
command line (to download) exists or not. If the file exists, the client program then
further examines whether it is complete or not. If the file is complete, the client pro-
gram will run as a seeder (i.e., solely upload possessed file blocks). Otherwise, the
client program will run as a normal client.

7) Start Simulation

After setting up the simulation case, one can switch the operating mode of the GUI
program to the “Run Simulation” mode. This can be done by pressing the “R” button
on the top-right control panel of the GUI program. In the “Run Simulation” mode,
one can start/pause/stop a simulation by using the commands provided in the “Simu-
lation” function list. The detailed usages of these commands can be found in [7].

5 Build a P2P Network Emulation Case over NCTUns

In addition to performing network simulations, NCTUns can perform network emulations in
an easy and intuitive way. By using its innovative kernel re-entering methodology, NCTUns
can seamlessly connect a simulated network with a real-life network, which means that
hosts in the real world can communicate (i.e., transmit/receive packets) with those in a
simulated network over NCTUns. This feature is useful for P2P researchers due to the
following reasons.
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First, by using emulations, various network devices (e.g., host, laptop, PDA, etc.) using
different operating systems (e.g., Windows XP/Vista, Symbian, Sun Solaris, FreeBSD, etc.)
can communicate with the nodes simulated in NCTUns. With this capability, one can eas-
ily test and evaluate the performances of P2P application programs running on non-Linux
platforms under various network conditions without the need to port them to Linux.

Second, P2P application programs are usually memory-intensive because they require a
large amount of memory to temporarily store received file blocks. If one runs P2P simula-
tions using these real-life P2P application programs, all of such memory-intensive programs
need to be run up on the same machine. In such a condition, these memory-intensive pro-
grams may exhaust the main memory of the simulation machine. As one knows, when the
physical memory is exhausted, the operating system will use the secondary storage, such as
hard disks, to store data that are not currently used. (This operation is called “swap out.”)
Later on, if the “swapped out” data are needed by some processes, the operating system
will move them back into the main memory by reading the data from the secondary storage.
(This operation is called “swap in.”) However, the access time of the secondary storage de-
vice is hundred thousand times slower than that of main memory. For this reason, network
simulations that involve with memory swapping in/out operations are very time-consuming.

To overcome this problem, NCTUns emulations can be used. By using the emulation
approach, such memory-intensive P2P application programs can be run on different ma-
chines, which distributes the memory load over multiple machines and thus alleviates the
memory shortage problem on each machine. As a result, using NCTUns emulations can
allow more P2P application programs to be run and tested in a case.

In this section, we use a simple network case to demonstrate how to conduct an emula-
tion using NCTUns. As shown in Fig. 6, suppose that an emulated network comprises three
external (real) hosts, which are connected together via a simulated switch node and these
hosts use IP addresses 10.0.0.1, 10.0.0.2, and 10.0.0.3, respectively. We show the detailed
steps to configure this emulation case below.

The steps for configuring an emulation case is the same as those for configuring a simu-
lation case, except that in an emulation case one should add external nodes into the working
field of the GUI program, while in a simulation case one should add simulation nodes into
the working field of the GUI program. In an emulated network, each external node is a
representative of an external (real) machine. Adding an external node into a network case
is simple — first click an external node icon (which is on the node list panel of the GUI
program) and then click anywhere on the working field of the GUI program.

After switching into the “Edit Property” mode, the GUI program will automatically
assign virtual IP addresses to all simulated and emulated nodes. In this example, external
hosts 1, 2, and 3, are assigned the IP addresses 1.0.1.1, 1.0.1.2, and 1.0.1.3, respectively.
One should then click the icon of each external node on the GUI program to invoke its
configuration dialog box. By filling in the information required by the configuration dialog
box and following its instructions, one can easily configure an external node. The detailed
steps are explained below.

As shown in Fig. 7, the dialog box of an external node is composed of three text fields
and two buttons. The first text field shows the IP address that is automatically assigned to
this node by the GUI program. One should fill in the second and third text fields with the
external node’s real IP address (i.e., the IP address associated with the NIC on the external
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Figure 6: The topology of the example emulated network

machine) and the IP address of the simulation machine’s NIC (i.e., the IP address associated
with the NIC that is on the simulation machine and connects with the external machine),
respectively. Note that if the simulation machine has multiple real NICs, one should use
the IP address of the NIC that connects with this external machine. Otherwise, the GUI
program may calculate incorrect routing entries to forward packets from/to this external
machine.

After providing the IP addresses of the external and simulation machines, one has to
properly configure the routing table of the external machine so that packets transmitted by
the external machine can be correctly received by the NCTUns simulation machine and vice
versa. To help users correctly do this task without mistakes, the GUI program can automat-
ically generate correct routing commands for an emulation case. This is done by pressing
either the “for Linux” button or the “for FreeBSD” button, depending on which kind of
operating systems is used on the external machine. After pressing either button, the GUI
program will show up the complete “route-add” command for users to set up the routing
table of the external machine. One can directly copy the shown “route-add” command and
execute it on the external machine, which will add a proper routing entry into the routing
table of the external machine.

After finishing configuring an emulation case, one can switch the GUI program to the
“Run Simulation” mode and start the emulation. (Note that, application programs need not
be specified before the emulation starts. Instead, they can be run up on external machines
after the emulation starts.) The operation to start/stop an emulation is the same as that used
to start/stop a simulation and is thus omitted here to save space. After starting the emulation,
one should manually run up application programs on external machines to generate network
traffic. In this emulation example case, we first ran the tracker server program and the seeder
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Figure 7: The dialog box used to configure an external node

program on external machine 1 and then ran two client programs on external machines 2
and 3, respectively. The commands to run these application programs on external machines
are the same as the commands to run them on NCTUns-simulated nodes, which have been
presented in Section 4 and are not shown again here.

One issue that should be noticed is that, when making a torrent file, one should use the
virtual IP address of external host 1 (i.e., 1.0.1.1 in this example case) to specify the IP ad-
dress of the tracker server, rather than use the real IP address of external host 1 (i.e., 10.0.0.1
in this example case). This is because, when a real-life packet (coming from an external ma-
chine) enters the NCTUns machine, NCTUns will automatically replace its original (real)
source and destination IP addresses with their corresponding virtual IP addresses assigned
by the GUI program. That is, in the core emulated network NCTUns forwards packets
based on virtual IP addresses. For this reason, to correctly forward packets destined to the
tracker server, the IP address of the tracker server specified in a torrent file should be the
virtual IP address assigned to the external machine where the tracker server is run.

To increase the number of external machines that connect to the NCTUns simulation
machine, a high-performance switch with many ports can be used. For example, a 24-
port Ethernet switch can be used. The NCTUns machine and all external machines can
connect to this switch to exchange their packets. To increase the number of P2P application
programs participating in an emulation case, multiple P2P application programs can be run
up on each external machine. For example, if 20 external machines are connected to the
NCTUns machine and on each of them 50 P2P application programs are run up, in total
1,000 real-life P2P application programs can participate in a P2P emulation case.

6 Performance Study of BT-based P2P Networks over NCTUns

In this section, we first present the simulation performances of NCTUns under different
P2P traffic load conditions in Section 6.1 and then study the performances of the BT pro-
tocol under different network conditions in Section 6.2. The parameter settings used in our
simulations are shown in Table 1.

As shown in Fig. 8, we created a star topology where 20 hosts are grouped into 10
subnets (with two hosts in each subnet) that are connected to the same router via wired
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Table 1: The parameter settings used in the simulations

Parameter Name Value
CPU Model Intel Dual-Core 3.0 GHz
Main Memory 3 GBytes
Simulated Time (s) 10000
Traffic Type BitTorrent
Interface Output Queue Length (pkts) 50
Link Bandwidth (Mbps) 0.1, 0.5, 1, 5, 10
Link Delay (µs) 1
The Size of the File to be Shared (MB) 100
File Block Size (KB) 256
File Block Number of the File to be Shared 400
Rarest-first Threshold Value 0, 4, 100, 200, 300, 400

Figure 8: The star topology used in the simulations

links. We used the real-life “bittorrent” package, which has been introduced in Section 4,
to generate network traffic. During simulation, each simulated host node runs a bt client
program on it. The BT tracker server program is run on node 1. The initial seeder is
chosen to be the bt client program running on node 1 and has possessed a copy of the file
to be shared before the simulation starts. If the number of initial seeders Nsd is more than
1 in a simulation, we randomly chose (Nsd − 1) bt client programs run on other nodes to
be initial seeders. In each simulation case, the routes are pre-determined using Dijkstra’s
shortest path algorithm. Each point plotted in the following figures is the average across
three simulation runs.

6.1 Simulation Performances of NCTUns under Different P2P Traffic Loads

Fig. 9 shows the time required by NCTUns to finish a simulation case over different num-
bers of initial seeders. One sees that, as the number of initial seeders increases, the time
required to finish a simulation case decreases. This phenomenon is expected and explained
here. The way we added an extra initial seeder is by making one more client possess a
copy of the whole file to be shared. This means that adding one extra initial seeder into
the network will reduce the number of clients that need to download the shared file by one.
Therefore, increasing the number of initial seeders in this way will result in the decrease
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Figure 9: The time required by NCTUns to finish a simulation

of the total number of file blocks that need to be transmitted in the simulated network. Be-
cause shared file blocks are transmitted using packets, which are simulated by events, the
total number of events that need to be simulated by NCTUns in a simulation case is thus
reduced. In such a condition, the time required by NCTUns to finish a simulation case will
be decreased because it has fewer events to simulate.

Fig. 10 shows the amount of memory consumed by NCTUns simulation over different
numbers of downloading nodes (i.e., clients) in the simulated network. In this series of
simulations, we fixed the number of initial seeders to 1 and added extra clients into the
network. Such extra clients were evenly added into different subnets. The simulated time
of each simulation is set to 600 seconds. We logged the maximum amount of memory
used by the NCTUns simulation engine and all clients during each simulation. Before a
simulation starts (i.e., after the operating system just boots up), the testing machine has
already consumed 410 MB of main memory. The memory usage results show that the
amount of memory used by NCTUns simulation is proportional to the number of clients.
This phenomenon is explained below.

During simulation, each client program needs a certain amount of memory space to
temporarily store the received file blocks. We logged the memory usage of each client
program during the simulations and found that in these 600-second simulation cases a client
program maximally required about 31 MB memory space to store its received file blocks.
These results show that most main memory used in these simulations is consumed by client
programs rather than the simulation engine of NCTUns. As discussed in Section 5, if the
memory resource of the simulation machine cannot accommodate the whole simulation
case, NCTUns emulations can be used instead.
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Figure 10: The memory usage of NCTUns over different numbers of clients

Figure 11: The ring topology used in the simulations

6.2 Performances of the BT Protocol under Different Network Conditions

In this section, we studied the performances of the BT protocol under different network
conditions and protocol designs. In addition to the star topology, which has been previously
used, in this suite of simulations we created a ring topology and a mesh topology to study
the impacts of different network topologies on the BT protocol. As shown in Fig. 11, the
used ring topology is composed of 20 hosts, which is further grouped into 10 subnets. Each
subnet has its own router and each router is connected with its two neighboring routers
via wired links to form a ring topology. The created mesh topology is shown in Fig. 12,
where the core twelve routers are deployed to form the grid. Each router is connected to
its respective vertical and horizontal neighboring routers to form a mesh network. In the
following simulations, if the number of initial seeders is not varied, it is set to 1 by default;
if the link bandwidth is not varied, it is set to 1 Mbps by default.

Fig. 13 shows the average simulated time required for all clients to finish downloading
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Figure 12: The mesh topology used in the simulations
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Figure 13: The average simulated time required for all clients to download the shared file

the shared file over the evaluated topologies under different numbers of seeders. There are
two findings about this figure. The first finding is that the trends of the required down-
load times over three different topologies are similar — when the number of initial seeders
increases, the time required for all clients to download the shared file decreases. This phe-
nomenon can be explained from two aspects.

First, when the number of initial seeders increases, clients can choose from more seed-
ers to download the shared file. In such a condition, a client can download required file
blocks from seeders that are closer to itself. This means that the transmitted file blocks
can travel fewer hops (i.e., forwarded by fewer intermediate routers) before arriving at the
client. This reduces the bandwidth needs of this P2P file sharing and lessens the network
congestion level. Therefore, a client can more quickly get the shared file.

Second, because each client now can download file blocks from the seeders that are
closer to it, the traffic load of seeders can be more uniformly distributed, resulting in a
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Figure 14: The ADR-ABC values over different link bandwidths

better load balancing. This further decreases the time required for all clients to download
the shared file.

The second finding is that the mesh topology greatly outperforms the star and ring
topologies on the time required for all clients to download the shared file. This is because
nodes in the mesh topology have more links to transmit packets to other nodes than those in
the other two topologies. Since the aggregate link bandwidth is higher in the mesh topology,
clients in this topology can download the shared file more quickly.

Fig. 14 shows the Average Download Rate of All BT Clients (denoted as ADR-ABC
for brevity) under different link bandwidths. ADR-ABC is defined as follows:

ADR = ∑n
i=1 ADRNi

n
, (1)

where ADRNi (Average Download Rate of Node i) denotes the average download rate of
node i during the period when it downloads the shared file and n is the number of clients in
the simulated network, which is set to 20 in our simulations.

As one sees, when the link bandwidth is below 1 Mbps, the average download rates of
clients in the three evaluated topologies are similar. This is because initially only one node
(i.e., the only initial seeder) possesses the file to be shared in the network. This means that
all clients have to download file blocks from the same node at the beginning. Therefore, the
download rates of clients are mainly bounded by the bandwidth of the initial seeder’s out-
going link. When the link bandwidth is large (e.g., over 1 Mbps), the uploading rate of the
initial seeder increases so that the blocks of the shared file can be more quickly distributed
to other clients. In such a condition, clients can download required file blocks from nodes
that are closer to them, thus increasing their download rates. In addition, because the mesh
topology has the largest number of links among the three evaluated topologies, clients in it
can achieve the highest file download rate.

We finally studied whether the file block selection algorithm used in the BT protocol
can affect the downloading performances of clients. The bittorrent client program uses
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Figure 15: The download time of BT clients over different rarest-first threshold values

the rarest-first algorithm to determine the downloading preference of each file block. This
algorithm is briefly explained below.

This algorithm initially selects file blocks to be downloaded in a random manner and
uses a parameter “rarest-first threshold” to control when to select file blocks to be down-
loaded in a rarest-first manner. A “rarest-first threshold” value x means that, after x blocks
of the shared file have been downloaded, the algorithm should start to download the remain-
ing blocks of the shared file in the order based on their rareness. That is, the file block of
the shared file that is possessed by the fewest clients should be downloaded first.

The default value of the “rarest-first threshold” parameter used in the bittorrent client
program is 4. We changed this value from 1 to 4001 and conducted a suite of simulations to
observe the impacts of this value on the downloading performances of the BT protocol.
The results are plotted in Fig. 15, which shows the total time needed for all clients to
download the shared file over different “rarest-first threshold” values. As one sees, the
“rarest-first threshold” value is insignificant to the downloading performances of BT in the
three evaluated topologies. The phenomenon can be attributed to the following reason: In
this suite of simulations there is only one initial seeder in the network. In such a condition,
the effect of randomly choosing file blocks is similar to that of choosing the rarest file
blocks.

7 Related Work

In the literature, P2P network simulators can be roughly divided into two categories. One
is the packet-level network simulator, which aims to simulate P2P networks with the details
of underlying network protocols (e.g., the behaviors of the transport layer, the network

1The shared file is divided into 400 blocks; thus, setting the “rarest-first threshold” to 400 is equivalent to
making the rarest-first algorithm always download file blocks in a random manner.
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layer, etc.). This type of P2P network simulator simulates the communication network at a
fine-grain level; thus, the simulation speed and simulation scalability of a packet-level P2P
network simulator is limited.

One representative of the packet-level P2P network simulator is the ns-2 network sim-
ulator [4], which is an open-source network simulator written in C++ and has been widely
used in the network research community. In 2004, the PDAS research group at Geor-
gia Institute of Technology proposed an extension to ns-2, called Parallel/Distributed NS
(PDNS) [8], to increase the simulation scalability of ns-2. PDNS uses a conservative ap-
proach to synchronize multiple ns-2 instances on different machines (each simulating a part
of the whole simulated network) to collaboratively complete a simulation task. Using this
distributed simulation architecture, PDNS can increase the number of nodes that can be
simulated by ns-2 in a simulated network.

NCTUns also falls in the packet-level P2P network simulator category. However, as
described in Sections 1 and 2, by using the innovative kernel re-entering methodology,
NCTUns enables a simulation user to use real-life P2P application programs and real-life
Linux protocol stacks to conduct realistic P2P network simulation. This unique capability
cannot be easily achieved by other network simulators.

The other P2P network simulator category is the message-level P2P network simulator,
which virtualizes the communication details between peer nodes and generates simulation
results mainly based on messages generated by the top-level P2P protocols. Many message-
level P2P network simulators have been proposed, such as P2PRealm [9], NeuroGrid [10],
P2PSim [11], PeerSim [12], QueryCycle [13], 3LS [14], GPS [15], Oversim [16], etc.

The main objective of these message-level P2P network simulators is to conveniently
observe and evaluate the behaviors and performances of P2P protocols in a large-scale
network, rather than to observe the relationship between P2P protocol performances and
various network conditions and settings. Because the design goals and applications of such
message-level P2P network simulators greatly differ from and are less relevant to those of
NCTUns, to save space we do not explain in detail the designs and implementations of these
message-level P2P network simulators here.

Another track of P2P network simulation is combining the packet-level P2P network
simulator with the message-level P2P network simulator. In [1], the authors proposed a
framework that can integrate a message-level P2P network simulator and a packet-level
network simulator into a compound P2P network simulation platform. By using the APIs
provided by the proposed framework, messages generated by the message-level simulator
can be properly injected into the sockets simulated by the underlying packet-level network
simulator and vice versa.

Such a framework allows one to conduct simulations using different underlying packet-
level network simulators without modifications to the used message-level simulator and
application code. Therefore, it provides users with simulation flexibility to some extent.
For example, depending on his needs, one can control the degree of packet transmission and
reception simulations by choosing an appropriate packet-level network simulator. However,
like other traditional packet-level network simulators, this simulation framework still uses
fake P2P application program to generate simulated network traffic and uses abstracted
network protocol stacks to simulate the processings of packet transmission and reception.
Therefore, the fidelity of the simulation results generated by this simulation framework is
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still limited.

8 Conclusion

In this chapter, we introduce the NCTUns network simulator, which is open-source and
uses real-life applications and real-life network protocol stacks to conduct simulations and
emulations. Such features are very unique and helpful to P2P network researches. We il-
lustrated how to use NCTUns to conduct P2P network simulations and emulations step by
step, which can be good references and tutorials for P2P network researchers to conduct
their own P2P network simulations/emulations over NCTUns. We also showed a case study
on the performances of BitTorrent-based P2P networks using NCTUns. In this study, we
used real-life BitTorrent package to generate P2P network traffic and evaluated the average
download rates of BitTorrent clients under various network conditions. Finally, we tested
and presented the simulation performances of NCTUns over different P2P workloads. The
maximum number of BT clients that can participate in a NCTUns simulation is mainly
limited by the amount of main memory on the simulation machine. According to our mea-
surements, a BT client consumes about 31 MB during simulation. Therefore, on a PC with
4 GB main memory, about 100+ BT clients can participate in a NCTUns simulation. Be-
yond this number, NCTUns emulations can be used to utilize multiple machines at the same
time to overcome this memory space limitation problem.
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